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CONFERENCIA*:
INTERNATIONAL TRADE AND

LABOR INCOME RISK

PRAVIN KRISHNA**

I would like to talk to you today about some joint work that I’ve 
been engaged in with a colleague of mine at Johns Hopkins University, 
which is on the topic of trade and labor income risk. The particular set of 
results that I’ll be talking about here pertain to labor income risk in the 
United States, but our ambition for this research project is broader. In other 
words, the methodological approach that we have taken is also general and 
applies to countries beyond the United States, something that will become 
clear during the presentation.

By way of background, what we’re interested in here is a broad ques-
tion: how does an economy’s openness to international trade affect workers 
in that economy? This is a question that has been with us for a while: for 
the last couple of decades there’s been quite a lot of work looking at the 
relationship between international trade or trade openness and the level of 
the wage of workers. So, how does, for example, openness to international 
trade affect the wages of skilled workers? How does it affect the wages 
of unskilled workers? How does it affect the gap between the skilled and 
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unskilled workers’ wage? These are the kind of questions that researchers 
and the literature have been looking at quite closely, sort of guided by an 
old and well-established idea in international economics � something that 
we get from the well-known Stolper-Samuelson theorem � which is that, 
if you open up an economy to international trade, what you will get is an 
increase in the returns to the abundant factor. So, in the context of richer 
countries such as the United States, an openness to international trade 
means that high-skilled workers are going to see an increase in their wage 
and low-skilled workers will see a reduction of their wage; conversely, in 
poorer countries such as India, for example, there will be an increase in 
the wages of the least skilled workers and a reduction of the wages of the 
high-skilled workers. This is kind of a standard theoretical prediction. It’s 
received a lot of attention in the literature and for the most part what people 
have found is that there doesn’t seen to be much of a relationship between 
openness to international trade and the wage level of different workers. In 
other words, the average wage level of different workers doesn’t seem to 
be much affected by international trade.

Nevertheless, from what we have intuitively observed and from what 
we’ve observed in the public in terms of attitudes towards globalization 
and so forth, workers seem to be fairly anxious about trade openness. The 
question is how can we reconcile these two things? How is it possible 
that the international trade literature has explored this for 15 or 20 years 
and found almost no relation between trade and wages but at the same 
time there seems to be this broadly expressed attitude or anxiety towards 
globalization?

So, in this project what we’re looking at is a different dimension of 
the labor market experience and a certain way of characterizing it, not so 
much focusing on trade and wage levels as the average wage of a group of 
workers, but rather on trade and income risk or income volatility in ways 
I’ll be more precise about in a moment. The idea is that it’s not so much 
what’s happening on average that matters but the possibilities of variance 
around that average: the possibility that I might lose my job and, even if 
the average wage of the economy doesn’t change so much, there is the 
possibility that I will go from earning a 100% wage to 0% for some time 
period or that I will be forced to reallocate from my previous job in which 
I have some experience and expertise to a new sector, so I see a big jump, 
a big jump in a way that is going to be costly for me. Basically that’s the 
broad idea and the point of departure for this project from previous work, 
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which is really the focus on trade and income risk as opposed to trade and 
the wage level of the economy.

So now we have a question: Why do we imagine that trade has any 
relationship with income volatility, why should there be a relationship 
between the two? There are a number of theoretical conjectures that we 
can base this analysis on. One of these is a very straight forward argument 
which is that if you have increased trade or increased exposure to trade, 
especially in a changing international environment where the patterns 
of competitive advantage across countries are potentially changing over 
time, there is quite a bit of reallocation of the factors of production (labor 
in particular) across farms within a sector, across different sectors and so 
forth and to the extent that workers have any speci� c skills or any degree 
of speci� city for what they do. For example, we could imagine a group 
of textile workers being forced to reallocate outside the textile sector and 
move to some other sector � perhaps the automobile sector � where these 
similar workers with similar levels of experience and so forth may end up 
experiencing quite different outcomes: maybe some will manage to � nd 
reasonable jobs in the automobile sector, but maybe others will not manage 
to do so. Thus, the possibility of the variability of outcomes that emerges 
as a result of increased trade or increased openness to international trade 
gives rise to a kind of individual labor income risk. When you look at this 
process beforehand you think to yourself that you don’t know whether 
there is an openness in trade or whether you’re going to reallocate from 
one sector to another, whether you will end up with a reasonable job that 
pays more or less than what you got before, it could be better but it could 
also be substantially worse, so that’s one possibility.

The other argument is a slightly more subtle, slightly less direct 
argument that’s been articulated and sort of pushed into the literature by 
Danny Rodrik, whose work you may be familiar with. Danny’s point is 
something slightly different. He says suppose you have, in the compari-
son between an open economy and a closed economy, one way in which 
trade economists think about what openness does in an economy is that it 
increases the elasticity of demand on product markets, if there is greater 
availability of substitute products, maybe you sell automobiles and there 
are even more automobiles available in the market because of imports so 
there is a greater variety, the elasticity of the demand for what you supply 
is going to be higher, essentially you face a more � at demand curve in the 
product markets. What Danny Rodrik argued is that, if you have a more 
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elastic product demand because of greater competition from international 
markets, then that’s going to have implications for your factor demand, 
for the nature of your relationship between the � rm and the worker, that 
the more elastic the product demand the more elastic the factor demand is 
going to be as well, so if there are some changes in the wage rate, for ex-
ample, or some productivity shocks, then it’s much more likely that you’re 
going to have much greater quantitative responses in terms of your factor 
demand, how many workers you have relative to what you had before, 
because you’re not able to transmit the increased pressure of wages on to 
your consumers through pricing because you have no control, you’re faced 
with many competitors.

So, you see, this graph here is an illustration of Danny Rodrik’s 
argument.

Graph 1

The upward sloping curve is the supply curve and the � at lines are 
the labor demand curves; the thicker lines (the lower two lines), D0 and 
D1, D0 that’s the labor demand curve under autarchy or a more closed 
economy, and the � atter line D0 which is a little bit higher is the line under 
autarchy, essentially this means the labor demand has become a little more 
elastic under free trade or under openness relative to a more closed system.

One can imagine a productivity shock that shifts labor demand up 
from D0 to D1, and it has certain implications for the wages (you can see 
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an intersection with the labor supply curve at some intermediate points). 
If you contrast that situation with what happens if you have a more elastic 
labor demand curve, then you have a shift because of the positive produc-
tivity shock away from D0 to D1 over there and a shift in labor market 
outcomes. Essentially, the point is that with openness you have more elastic 
product demand and more elastic labor demand and the implications in 
terms of labor employment are just going to be larger, you’ll have greater 
possibility of volatility and greater movements in the labor markets, both 
in terms of quantities as well as prices in the context of greater openness.

One can have other arguments as well, as this is not necessarily a 
relationship that only goes in one direction. It’s not always the case that 
openness should give you more volatility. One can imagine other circum-
stances, maybe it’s possible that inherently there’s so much volatility in 
the domestic economy that actually opening up and kind of absorbing or 
inheriting international trade prices actually stabilizes the situation some-
what because the international economy is more stable than your own 
economy, and it’s equally possible that your economy stabilizes, becomes 
less volatile as a result of openness.

So far this is mostly an empirical question; this is not something 
that is determined by theory or a situation in which all the theoretical 
arguments point in one direction. It’s an empirical question that one has 
to examine with recourse to data and actually see whether it’s in fact the 
case that what you get is greater openness leading to greater volatility or 
if that’s not something that is supported by the data and that’s for the most 
part what we do in this paper.

Now let me give you an outline of what I hope to cover in the time 
that I have left. The goal here is to assess empirically the relationship be-
tween international trade or openness to international trade and individual 
income risk (here “risk” is going to be de� ned as the variance of unpre-
dictable changes to income). What we also want to do here is a welfare 
analysis that allows us to quantify any consequences that we may � nd 
of the relationship between openness and income risk or, essentially, the 
relationship between trade and income risk, to try to get a welfare estimate 
to associate the increased variability in labor income in welfare terms.

Let me make one point here before I proceed. Our focus here is actu-
ally on individual labor income risk as opposed to aggregate risk. This is 
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an important distinction: the difference between the micro, individual level 
risk and the aggregate. Some of you may be familiar with this argument 
made by Robert Lucas in one of his Nobel Prize lectures (I think it was at 
American Economic Association Meetings) where he made the following 
argument. He said that if you look at the United States, and we’ve had 
debates about the effectiveness of monetary policy, the effectiveness of 
� scal policy and so forth going on for decades now, Lucas made a very 
important argument where he said let’s forget that whole debate for a mo-
ment and let’s actually imagine, for purposes of argument, that govern-
ments could in fact completely stabilize the business cycle. He said let’s 
take a look at the US economy and see what the bene� ts are of that type 
of stabilization, hypothetically imagining that a government could actu-
ally fully stabilize it. So you’ve calibrated the US economy, looked at the 
variation of GDP per capita over time, and said that if you were able to 
hypothetically stabilize this the bene� t from that would actually be very, 
very small. And that’s true because the variation of GDP over a business 
cycle is maybe 1% higher growth one year or 1% lower growth one year 
and he said if you could put yourself in the shoes of the economy and say 
what if my income was 1% higher one year and 1% or 2% lower in a given 
year it really doesn’t make that much of a difference because when you 
have higher income you are going to save the money and when you have 
a lower income you spend the money. Lucas’s argument was that, even 
if you are able to stabilize an economy at the aggregate level, there is not 
going to be such a great bene� t.

People reacted very quickly and many of you might be familiar with 
these arguments or points saying that’s not the relevant level of aggregation, 
that’s not the relevant level at which we should be looking at the economy 
because when you have a boom and when you have a recession it’s not 
that all the individuals gets this average outcome, 1% or 2% higher. There 
may be very well be individuals whose income has gone from a hundred 
percent or whatever they were earning to 0% so they lose their job or they’re 
forced out of a sector and get 50% of their previous wage in some other 
sector. So the relevant level of the analysis is not the macro economy (we 
were thinking about the impact on individuals), but rather one should be 
looking at the volatility of individual incomes to assess what the costs and 
bene� ts would be of the stabilization of the business cycle.

There’s a very similar concept here: we’re looking at openness and 
labor income risk, and it’s very important for us to not look at this question 
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at the aggregate level of the average wage level of the overall economy, 
but to really look at individual outcomes and the individual labor income 
risks that people experience. So that’s kind of a broad point.

In terms of the analysis, once I get past the motivation I’m going to 
spend some time looking at detailing some econometric methodology for 
how one might go about measuring income risk at the individual level. 
What’s going to be important for us there is separating the overall risk to 
income that individuals might experience into transitory and persistent 
components. We’re not necessarily interested in the individuals who may 
lose a job for a week or a month and then come back to their original posi-
tions or get the original wage at a different � rm, as we’re going to think 
about those as transitory shocks to individuals and these are not quite so 
costly as the more persistent shocks that individuals might experience when 
they are either forced out of a sector and all the accumulated returns to 
their experience and training in that sector is lost because they are forced 
to go to some other sector where they don’t have any experience so they 
don’t get the same reward. Those are going to be more persistent shocks 
that follow people for a long time and, naturally, have much larger conse-
quences for the individual.

For this reason, as an econometric matter, we’re going to be inter-
ested in measuring overall income risk, then discomposing that into transi-
tory con� dence and persistent con� dence, and � nally focusing really on 
the persistent con� dence of risk to income. We’re going to be interested 
in relating income risk to international trade, also econometrically as I’ve 
discussed. I’ll brie� y talk about the welfare analysis, how we can translate 
the estimates that we � nd in welfare into theoretic terms so that we have 
some meaningful numbers to discuss. The application, as I’ve mentioned, 
is going to be to United States data for particular reasons that I’ll also 
discuss. Then I’ll just present the results and go over the welfare analysis.

A couple of quick points by way of clari� cation. I want to be clear 
that the concept of income risk is a very distinct concept from income 
inequality, these are two different things and should not be confused with 
one another. To see this point very clearly one could imagine two income 
distributions: the one represented over there, at the top, and the other in-
come distribution at the bottom (Graph 2). These distributions correspond 
to two points in time � let’s say the � rst one is for 1990 and the second one 
is for 2000. In principle, the two income distributions could be identical, 
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so maybe nothing has changed in terms of the distribution of income in 
the economy (the income inequality is the same).

Graph 2 Aggregate income distributions mask underlying transitions
and volatility

From a macroeconomic perspective, the overall inequality looks 
exactly the same, but the individual A at the bottom end of the income 
distribution may have made the transition to the top end of the income 
distribution, from the bottom to the top, consequently he may have dis-
placed an individual B from the top end to the bottom end of the income 
distribution. When you look at the overall picture of income inequality you 
don’t notice anything different; however, under this distribution, individu-
als have made transitions which perhaps they anticipated to some extent 
or maybe they didn’t anticipate. The point here is that there could be a lot 
of transitions and a lot of risks that are actually experienced by individuals 
without making themselves obvious at the overall  level of inequality in 
the economy. That’s what we’re interested in: observing these particular 
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transitions and seeing to what extent individuals have made transitions 
from one point to another and to what extent that was really risky and 
unpredictable. So we’re going to associate costs with these risky outcomes 
experienced by individuals.

This also means that, in terms of data and data requirements for such 
an exercise, it’s clearly not enough to have data on income inequality or 
the changes in income inequality because that’s not telling us what we’re 
interested in. For this exercise what we really need is data that tracks in-
dividuals over time, we really need to observe an individual making the 
transition from whatever income he had at a given point in time to a dif-
ferent level of income at another point in time. So, the data requirements 
make this type of exercise a little bit more demanding than usual, as we 
need to have longitudinal data where you’re following individuals over 
long periods of time.

All right, so that’s kind of a broad motivation for what I planned to 
do and what we’ve done here. As I mentioned already, we’re interested in 
decomposing any of these transitions that are risky into transitory changes 
and persistent changes in income. Transitory changes could be temporary 
changes in the number of hours worked, temporary job losses, etc. Persis-
tent shocks to income are, essentially, as the name indicates, job losses, 
for example, that result in a shift to another job, � rm or sector, that change 
wages for long periods of time where you don’t have this kind of recovery 
back to the original level of the wage. We would naturally think of this as 
being costly, so the primary focus for us is going to be on persistent shocks 
to income and not the transitory shocks, once we’ve managed to econo-
metrically decompose income risk or overall income volatility.

In terms of the analysis, we’re going to be using micro level data 
(data on individual incomes) to estimate the income volatility faced by 
individuals decomposed into transitory and persistent shocks, estimate 
the association between income volatility and trade, and then use welfare 
analysis to quantify the consequences of trade on welfare. These are the 
technical details of the analysis, and I’m going to try to make it as intui-
tive as possible.

What we’re interested in, again, as I mentioned, is unanticipated 
changes to income, so if there’s a change in income simply because you 
got little older and have a little more experience or have a higher level of 
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education, that’s not interesting to us because in a sense we’re going to 
think about that as kind of predictable (that your wage is going to go up 
with age and experience and so forth).

The � rst step of this analysis is really to � lter out any components of 
changes to income that may be occurring due to observable characteristics 
of individuals � their age, experience, sector, changes in returns due to age 
experience, education and so forth. So we start with a regression:

yijt = �jt + �t xijt + uijt

where we have some association between income on the left hand side, 
that yijt, and on the right hand side we have an entire set of characteristics 
of workers � as I mentioned, in the context of the US and the dataset that 
we use it’s a fairly rich set of characteristics of the individuals (how old are 
you, how much education have you had, what’s your experience in your 
job, what’s your marital status, what are your rates, and so on and so forth). 
What we’re really interested in is the residual, uijt, which is the component 
of income that is not predictable based on the observable characteristics. 
We’re interested in studying the changes in that component, we’re going 
to think of that as kind of the changes in the unpredictable component of 
income � the volatility of uij, the stochastic part.

We’ve modeled that following many other people in the literature, 
in particular the literature in labor economics, we’ve modeled uij as the 
sum of two components:

uijt = �ijt + �ijt

the permanent component �ijt and a transitory component �ijt, both unob-
served. The permanent component or perhaps I should say the persistent 
component, we’re going to assume as fully permanent, which is to say that 
�ijt is going to be assumed to follow a random walk:

wi, t +1 = wi; t + �t +1,

where the epsilons are the innovations.
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If you experience a shock, it’s a permanent shock for this compo-
nent, so it stays with you forever as modeled by the random walk, which 
is a standard way of modeling a kind of fully permanent shock, something 
that stays with you forever.

We’re interested in the variance of epsilon. So, if we have a group 
of individuals that have all experienced some shock to income, what is the 
variability of the shock across individuals?

� that’s the extent of the risk that they’re facing. If everybody faces 
the same decline in their wages, that’s not going to be counted as variabil-
ity, as it’s just a reduction on everybody’s wages. We’re interested in risk. 
A group of people face a given income process and they all have different 
outcomes at the end, they weren’t able to forecast it beforehand: that’s the 
risky component that we’re interested in. The shocks to incomes also have 
a transitory component which, simply by de� nition, is wholly transitory and 
has no duration outside the one period in which the individual experiences a 
shock. The etas are assumed to be independently and identically distributed, 
normally distributed with zero mean and a variance that is independent of i. 
So we have two measures of risk really here. One is �2

� which is a variance 
in permanent shocks to incomes, the other is �2

� which is the variance in the 
transitory shocks to income. As I mentioned, our focus is on �2

�.

This decomposition is, as I said, a standard decomposition into 
purely permanent and purely transitory components. Transitory shocks 
have no duration whatsoever, they just affect you for one period, while 
permanent shocks affect you forever. In many ways this speci� cation of 
the labor income process is somewhat de� cient, in the sense that it’s only 
allowing for shocks that either affect you just for a month or affect you 
permanently. So, in principle, we can imagine that there are shocks that 
affect you for intermediate periods of time, maybe there’s a shock that you 
experience that lasts for 6 months or 8 months or a year. To � lter these 
out of what we’re going to think as permanent, we’re going to introduce 
additionally into the estimation, into the speci� cation, transitory shocks 
that have a longer duration, and the duration of the transitory shocks that 
we allow for is going to be indexed by k, where k could be zero months, 
six months or twelve months (twelve months is about as far as we go).

To allow for shocks which have a duration that is longer than a single 
time period, we admit into the speci� cation some moving average terms:
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The notation is a little bit complicated but the point of this is 
simple: we don’t want to capture in our measure of permanent income 
risk something that is really transitory but lasts longer than a period. If it 
lasts for twelve months and goes away, we don’t want to capture that in 
our estimate of permanent income shock. So we’re just � ltering it out and 
what we have left at the end is what we can think of as kind of a longer 
term shock that individuals experience. We can already tell you that, just 
based on this speci� cation, if we did not � lter out these shocks, if we did 
not � lter out shocks of longer duration, then the estimate of permanent 
income shocks would be even higher. By introducing these components, 
these moving average components that take away shocks of duration lon-
ger than a month, six months, twelve months and so forth, we’re actually 
reducing the estimate of permanent income risk that we � nd.

The estimates of permanent income risk are denoted as 2
0, =Kεσ , 2

6, =Kεσ  
and 2

12, =Kεσ

The question then is how you take data on individuals. Suppose 
you have a dataset of individuals where you are following people over 
time, how do you take this data and actually arrive at these estimates, how 
do you measure permanent income risk, how do you measure transitory 
shocks, how do you � lter out, how do you decompose the variability in 
incomes into these different components? Sort of de� ning the identi� cation 
strategy, if you will, how to decompose the overall variability experienced 
by individuals into transitory and persistent components.

One could start by looking at difference in incomes in one period, 
e.g. income between 1991 and 1990. Let’s do that for all the individuals 
in a given industry, that’s the difference between period two and period 
one, the change in the residual component of income (the unpredictable 
component) that’s going to be ui,2 � ui,1 where i is the individual and 2 and 
1 are the time periods. That, based on the speci� cation of the labor income 
process, the one period difference in log incomes can be expressed as the 
sum of one permanent component and two transitory components:

[ ] 122121 iiiiii uuu ηηε −+=−=Δ
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That’s not particularly helpful, so we could take the variance of 
this across individuals and say what’s the income change experienced by 
individuals

2
1,

2
2,

2
2,

2
11 ηηε σσσ −+=Δ iuVar

what’s the variance across individuals of this change? This is really the 
extent of the variability of income changes across individuals, and that’s 
going to be the sum of one permanent shock and two transitory shocks, 
the variance of the permanent shock and the variance of the transitory 
shocks.

We still haven’t done anything to really decompose this overall vari-
ability into what is persistent and what is transitory. How do we do this? 
What you can do is, take the two-period income differences. So you go to 
1992 minus 1990 and then you can do the three-period income difference, 
and so forth as well. But, if you look at the two-period income difference, 
this is the difference between time period three and time period one. That’s 
going to be the sum of the original persistent component, the new persistent 
component and the two transitory components:

133213
3
1 )( iiiiiii uuu ηηεε −++=−=Δ

with corresponding variance

2
1,

2
3,

2
2,

2
3,

3
12 ηηεε σσσσ −++=Δ iuVar

As we can see, by de� nition, the fact that a shock is persistent means 
that it’s going to travel with you over time and the transitory shocks are 
going to hit you for a short period and then disappear. The longer you go 
ahead in time, you’re going to keep accumulating these permanent shocks, 
by de� nition, and you’re going to lose the transitory shocks.

If you take the cross-sectional variance across individuals, the one 
period income difference is going to be one persistent shock plus two 
transitory ones. The notation here is the context in which the transitory 
shock has the same magnitude over time, which we will change shortly. 
But when you look at the two period income difference it’s going to be 
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two times �2
�, which is twice the variance of shocks to permanent income 

plus the transitory shock:

222
11 2 ηε σσ +=Δ iuVar

You can do this for three periods

 223
12 22 ηε σσ +=Δ iuVar

four periods, N periods and so forth.

In a given industry, income growth for an individual between time 
t and t + n is:

tintintitiitnti
nt

ti uuu ,,,1,, )....( ηηεε −+++=−=Δ ++++
+

Assuming that all individuals within the same industry are subject 
to the same shock, the corresponding variance is:

2
,

2
,

2
,

2
1, )...( tntntt

nt
tin uVar ηηεε σσσσ ++++=Δ +++
+

If shocks to income are distributed the same within a given panel, 
we have:

22 2 ηε σσ +=Δ + nuVar nt
tin

essentially you’re accumulating the permanent shocks, while the transitory 
shocks come in and go out so they continue to stay as 2�2

�. Thus, broadly, 
if you have on the Y axis the variance of N period income differences and 
on the X axis the number of periods, this is going to be a very simple rela-
tionship in which the slope of this line is going to be �2

� and the intercept 
here is going to be 2�2

�. (Graph 3)1.

 1 Note: nt
tin uVar +Δ , can be estimated from the cross-sectional distribution of income 

changes.
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Graph 3

This is kind of a simple, traditional way in which income risk is 
decomposed into its transitory and persistent components in the labor 
economics literature, simply by taking multi-period changes as income 
and then comparing what these might look over time. Persistent shocks 
by de� nition will stay with you and increase the cross-sectional variance 
of income changes across individuals over time and that’s what you get. 
Once we’ve estimated the slope of that line � which is the magnitude of 
the persistent income shocks � what we do is to associate it with trade and 
trade openness using fairly straightforward linear speci� cations of this sort, 
where you have income risk on the left hand side (import penetration or 
potentially other proxies for trade openness), and on the right hand side 
there are a variety of controls to make sure we’re not biasing our estimates. 
Let me come back to the welfare analysis a little bit later.

As I mentioned, the application for us here is the United States. 
What we have is data from the Survey of Income Participation Program, 
which actually correspond to three different groups of individuals that were 
followed on a monthly basis. Essentially, these individuals were surveyed 
twelve times a year for their income and a variety of other variables relat-
ing to the labor market experience were recorded as well. One panel goes 
from 1993 to 1995, another panel goes from 1996 to 1998, and a third panel 
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goes from 2001 to 2003. So, as I mentioned earlier, we have monthly data 
on earnings and labor force activity. The sample for the Survey of Income 
Participation Program (SIP) is designed to be nationally representative. We 
restricted the sample in particular ways: we focused on individuals between 
the ages of 16 and 65, those who were not in school or university, etc.

In terms of the broad characteristics of the data, this is what it looks 
like. We have three sets of summary statistics here, one for each different 
panel (1993-1995, 1996-1998, 2001-2003). You have the mean earnings 
in the sample, over there you have the average age of the responders in 
the sample (the average age of people surveyed), these are the educational 
characteristics of the sample (what fraction dropped out of high school, 
what fraction graduated from high school, what fraction have some years 
of college education, what fraction have a college degree), what fraction 
is male or female and, � nally, what fraction in the population is white. At 
the bottom you have what number of workers is going to be the overall 
sample and what fraction is within manufacturing. The two sets of statistics 
that we present for a given panel correspond to the overall sample and for 
manufacturing.

We use linear speci� cations of the type:
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j = 1, …, J industries
s = 1, …, S panels

2ˆ jsεσ  = estimate of the permanent component for panel s and industry 
j

	j = industry � xed effect
	s = panel � xed effect
Mjs = import penetration for panel s and industry j

In terms of the estimation of labor income risk, what we include 
on the right hand side of the regression to get the unpredictable com-
ponents of income to begin with are the following set of variables: age, 
age squared, race, gender, marital status, education, industry, occupation 
within the industry. We have a very simple speci� cation in which it’s 
either fully persistent shocks or fully transitory shocks, that’s the case of 
k = 0 and k = 1, in which we put those shocks that last six months but not 
longer and shocks that last a year and not longer which is the case of k 
= 6 and k = 12. What we do is to estimate income risk at the two-digits 
industry level. So we have about twenty industries for which we estimate 
income risk separately, and the point of this is to follow these industries 
over time to allow income risk to vary across these different panels. This 
way we’ll have one estimate of income risk for the 1993-1995 panel, 
another estimate for the 1996-1998 panel, and a third estimate for the 
2001-2003 panel for each industry so, in the end, each industry would 
have had three estimate of income risk. We of course know what’s go-
ing on in the industries with respect to import penetration and the point 
then would be to try to associate income risk with the extent of import 
penetration in these industries.

Let me give you a sense here of what these risk estimates look like 
for a full sample of workers.
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�2
ε k = 0 is the estimate of risk, the variance of income changes on 

a monthly basis for the case where shocks are either fully transitory or 
fully persistent. �2

ε k = 6 is the mean across industries when we � lter out 
shocks of duration up to six months but not longer, �2

ε k = 12 is when we 
have shocks that last up to twelve months but not longer and, as I men-
tioned earlier, clearly as we’re � ltering out shocks of longer duration, the 
estimate of permanent income risk that we’re left with starts to get smaller 
and smaller, so you go from 0.0033 to 0.0014 (roughly half). You can see a 
very similar relationship as you go from the 1993-1995 panel to the 1996-
1998 panel and the 2001-2003 panel. In order to get the estimate of what 
this looks like on an annual basis, one can simply multiply these monthly 
estimates by twelve and I can tell you that, roughly speaking, the standard 
deviation of income growth on an annual basis in this data is about 18%. 
So 0.18 on one side and 0.18 on the other would give you one standard 
deviation band on either side which is a fairly large number and gives you 
a sense that we’re observing quite a bit of variability in incomes.

As I mentioned earlier, we’re interested in studying the extent to 
which risk is actually being driven by transitions across industries and 

Risk Estimates: Full Sample
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transitions across � rms within an industry. So we break up our sample 
into workers who essentially stayed in the same industry, workers that 
didn’t make any transitions to a different sector in the economy though, 
of course, they may have changed jobs within the sector, they may have 
moved from one � rm to another. We also looked at individuals who stayed 
within manufacturing throughout, who may have made a transition, say, 
from textile to automobile but continued to stay in the manufacturing 
sector. That’s a group that potentially shifted out of the original sector but 
stayed in manufacturing throughout the sample. Then we’re looking at 
individuals that have switched somewhere, at some point in time (when 
we observed them they either switched out of manufacturing, they may 
have switched out from their original manufacturing industry to a different 
manufacturing industry, or they may have switched out of the manufac-
turing altogether), and, � nally, switched to non-manufacturing refers to 
individuals who have made the transition away from one manufactur-
ing sector to another. If you look at the magnitudes of risk here across 
the different groups, it’s very clear that individuals that stay within the 
same sector have the lowest level of risk. That fact is not that surprising 
because quite clearly if you stay on the same sector you continue to earn 
market rewards for your experience in that sector and so forth, but what 
is surprising is the difference in the magnitudes as you go from people 
who stayed in the same sector to people who switched outside the sector 
to some other sector or people who switched out of manufacturing. That 
number is almost three times as high, maybe two times as high on average, 
that’s a very large increase in risk.
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I should remind you again that this is not just the average reduction in 
the wage as you move out of the sector, this is the variability in outcomes, 
the different outcomes experienced by individuals that switched sectors. 
This is really the risk that you face: when you leave a sector, you don’t 
know whether you are going to get a better outcome or a worse outcome. 
It’s that variability that’s being measured, not just the reduction in the wage, 
which is something that you face additionally potentially as you go from 
one sector to another. That variability, which is 0.0024 to 0.0063, actually 
increases when you go to the 1996-1998 panel. So both the level of risk 
goes up as such and the difference in risk as you go from what happens 
when you stay in the sector to when you switch out of the sector (0.0031 
to 0.0082), that number is much higher as well. It’s even higher when you 
go to the 2001-2003 period: you are looking at 0.0037 to 0.0090 which is 
an even higher measure of the risk that individuals are exposed to.

These are kind of the mean numbers across different industries, but 
the whole idea, at least for us, is to look at how this relates to changes 
in import penetration over time. So we have estimates at the level of the 
industry and what you have here is a plot where the Y axis is the change 
in income risk (this is for the case that k = 0, a basic speci� cation of labor 
income), this is the change in income risk between the different panels, and 
this is the change in import penetration as you go from 1993 to 1996 and 
then from 1996 to 2001. This is a fairly positive relationship, actually, this 
is something that you can see with your naked eye but that we will con� rm 
with regression analysis as well. This is what happens when you have the 
income speci� cation k = 12, we’re � ltering out shocks that last up to a year 
in order to estimate permanent income risk. Once again, kind of a positive 
association between permanent income risk and import penetration, also 
suggesting that those industries that were exposed to international trade 
to a greater extent faced a higher magnitude of permanent income risk.

If, abstracting from all the technical details, from this talk you take 
away only one thing, this is really the picture that we’d like to show: with 
increases in import penetration what we’re seeing in the data is an increase 
in the permanent income risk experienced by individuals. This is almost 
independent of the particular speci� cation of the labor income process, 
in another context we allowed for longer shocks to be � ltered out as well 
(18 months, 24 months and so forth) and it doesn’t change the picture 
much, which is to say there continues to be a positive association between 
permanent income risk and import penetration.
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This is just regression analysis to con� rm what we’re seeing in the 
picture.

jsjsMjssj vM ++++= αααασ ε 0
2

This is the relationship between income risk and import penetration.

What you have here is a summary description of the results that 
within a 10% increase in import penetration what we’re seeing is a 6% 
increase in the annualized standard deviation of risk in the case with k = 
0 and a 24% increase in the annualized standard deviation with k = 12.

When you look at the sub-samples, which is to say workers who 
have stayed in the same sector, or workers who have stayed within manu-
facturing, or workers who switched from manufacturing, etc., in nearly 
all the cases one again sees the same relationship: an increase in import 
penetration is associated with an increase in permanent income risk. These 
are the corresponding magnitudes, how much does a 10% increase in im-
port penetration increase the annualized standard deviation of permanent 
income risk for the different cases where everybody is in the same indus-
try, when you switch industries and so forth. Once again, you can see that 
numbers are fairly large.
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In order to ensure that these results have not being contaminated, 
essentially, by omitted variables that might potentially be driving the 
relationship between trade and risk, we’ve got a robustness analysis. I 
don’t want to spend too much time on this here, but if anyone is interested 
we’ve got a number of robustness checks by including, additionally, on 
the right hand side, the share of exports, the extent of outsourcing in an 
industry, information and communications technologies, a sense of how 
technology-intensive a given industry is, we’re looking at labor produc-
tivity and so forth, and in each of these cases we � nd that the relationship 
between international trade, trade openness and income risk continues to 
be positive and signi� cant, giving us perhaps potentially slightly different 
quantitative results, but more or less in the same range of what we found 
previously without these controls. The details of what we do here are in 
the paper and I’ll be happy to provide more details if you have any ques-
tions about any of this.

I mentioned earlier that what we want to do here, also, is to you 
give you a sense of what this actually means in welfare terms. If you 
experienced an increase in permanent income risk of 10% or 15%, what 
does that actually mean in terms of the cost to you as an individual? The 
way we’ve phrased this question in our analysis is to effectively ask “how 
much of your income would you be willing to give up in order not to have 
to face this additional income risk because of a greater openness that you 
experienced.” This is something like a certainty equivalent analysis. If you 
face the lottery, you may get a low income or a high income, but, instead 
of that, we ask you how much of your income you are willing to give up in 
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order not to face that risk. Of course, this is a dynamic context so we have 
to worry about a variety of other things. The agents have the possibility 
of saving some of their income when they get a positive income shock in 
order to ensure themselves when they have a negative income shock. In 
such a context, we ask them “when you face permanent income risk of 
this type, what will be the extent of the income that you’d be willing to 
give up in order not to face the risk that we estimate that you face in the 
exercise that we’ve gone through.”

So, those results are over here. Let me just kind of quickly sum-
marize this. What we’ve done here is, again, to consider the case of k = 0 
and k =12 (you can think of k = 12 as being kind of the central case for us 
because it � lters out shocks of much greater duration from the estimate of 
permanent income risk) and the time periods (t = 5, 10 and 15) are essen-
tially the duration of the permanent income shocks that we allow. So let’s 
imagine that the permanent income shock is not fully permanent but that 
it lasts let’s say � ve years instead, let’s say that it lasts ten years, or that it 
lasts � fteen years, and 
 is the extent of your risk-aversion, the extent to 
which you dislike risk (
 = 1 is a lower level of your dislike for risk, 
 = 2 
is a higher level of your dislike for risk), and the numbers that you have, 
for example t = 5 and 
 = 1, that’s telling you that individuals are willing 
to give up 1% of their income in order not to face the additional risk that 
they experience as a result of a 10% increase in import penetration. That’s 
the case when the permanent shock that we model lasts for � ve years and 
the coef� cient of risk-aversion is one. If you have a larger risk-aversion 
(which is 
 = 2) and the highest level of duration of the permanent income 
shock (which is 15), that number is much larger (about 10%). So, if the 
permanent, persistent shocks to income are going to last � fteen years and 
you are highly risk-averse, then you are willing to give up 10% of your 
income to not face that risk.
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When we think about these numbers as such, if we kind of separately 
go and ask what’s the extent of the risk-aversion, how do you character-
ize individuals on average, there is a whole separate literature looking at 
how to estimate 
 (how risk-averse individuals are on average). Those 
numbers are going to be in the range somewhere between one and two 
(actually a little closer to two than to one). That’s the empirical estimate 
of risk-aversion that you get from the data. So, we like 
 = 2 a little more 
and the estimates for the duration of the shock, what the welfare costs are 
for different durations of the shock, are given to you there as well.

When we think about this intuitively those numbers don’t seem very 
large to us, it seems fairly reasonable that you might be willing to give up 
2% of your income or 5% of your income to get income insurance. But 
what’s interesting, for us anyway, is that, when we think about these num-
bers (kind of the cost of risk because of international trade to individuals), 
they are actually much, much higher than the bene� ts of international trade 
that are commonly estimated. I’ve been a student on international trade 
for many years and have gone through my share of exercises estimating 
the bene� ts of international trade, and those estimates are typically in the 
range of 0.5%, at most 1% corresponding to a 10% increase in imports, 
they are generally not as high as 2% or 3% or 5%.

So what we’re seeing here � again, there’s a range of estimates and 
I don’t want to push any particular number too hard � are numbers for the 
income risk associated cost of openness to be at least comparable, if not a 
little higher, for the United States now than the conventional estimates of 
the gains from trade. We understand this in the following sense: this helps 
us understand the extent to which this anti-globalization, anti-trade anxi-
ety. We want to be very careful and say that we don’t conclude from these 
numbers that the policy implication is that the economy should be closed, 
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very far from that, but that the idea of social safety nets, adjustment as-
sistance and so forth that, as academics, certainly we know but emphasizes 
a little bit last in our research and our discussions, that’s something that 
deserves greater emphasis, that is not something that is merely an emotional 
response to international trade but these numbers here kind of back it up.

SUMMARY AND CONCLUSIONS

• What we have here is a framework to estimate the relationship 
between trade and individual income risk and to conduct a welfare 
analysis to evaluate the costs and bene� ts of trade through this chan-
nel.

• In order to conduct an analysis of this sort you need longitudinal 
data on the individuals, this is actually very hard to � nd since there 
aren’t many countries that have longitudinal data or decent longitu-
dinal data on individuals, the United States is one such country and 
that’s where we conducted this study. So, we use longitudinal data 
on individuals from the US to estimate permanent and temporary 
shocks to income faced by individuals in various manufacturing 
sectors.

• In terms of our results, we’re � nding that changes in import penetra-
tion appear to have a statistically and, more importantly, economi-
cally signi� cant effects on persistent income risk: a 10% increase in 
import penetration is associated with a 20% increase in individual 
income risk. Welfare effects are fairly signi� cant as well: in the 
range of 5% of lifetime consumption (coef� cient of risk aversion = 
1 or 2, annual discount factor = 0.98 and K = 12).

Let me stop here and I’ll be happy to take any questions.

Participant 1: I have two questions which I think are related. The � rst 
one is a mundane question which refers to the numbers that you put on the 
table before this one, the welfare numbers. I wasn’t quite sure what the 
experiment was in the background: if there was a 10% increase in import 
penetration then these would be the loses in welfare? I couldn’t see what 
the exogenous changes were.
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PK: Those would be… you have a 10% increase in import penetration, 
we translate that into increased income risk through the estimates that we 
obtain, and then this is the income that workers would be willing to forego 
in order to not face that additional risk.

Participant 1: Now, on a more conceptual level, you went to some lengths 
splitting transitory vs. permanent income. But, as far as I could understand, 
the way you thought about those welfare effects was in a context where 
people were not taking out external insurance, they were self-insuring. 
I presume there would be welfare losses associated with transitory risk 
too, but you were making a point that quantitatively speaking that was 
peanuts compared with the permanent thing. So my question is why go to 
the lengths of splitting the two up and having k = 0, k = 12? Could you not 
just go for the full frontal analysis where you work out the welfare effects 
of the estimated income process and, apart from presentational reasons, 
just not get into the business whether it’s permanent or transitory? The k 
= 12 transitory effects will presumably have bigger welfare effects than 
the k = 0, so why not just put it all into one great big machine, the CRRA 
welfare function, and let it all speak for itself?

PK: That’s an excellent question and there are actually a couple of differ-
ent reasons why we’ve actually gone through lengths to decompose them. 
The � rst reason is a well known point in the literature, which is that it’s not 
possible to separate transitory shocks to income from measurement error in 
income data. Say you have a data point that’s incorrectly recorded in one 
period, there’s no way of actually separating that incorrect data recording 
from a transitory shock to income, the two are going to appear exactly the 
same. There’s a lot of noise in income data recording, a lot of mistakes 
which we could very easily include, and we’d get very large estimates for 
income risk. The purpose of this, at least one part of it, is to take out the 
measurement error in income data. I can tell you now that the transitory 
shocks just kind of fall out as part of the same estimation process. Those 
numbers are about ten times higher than the permanent income risk. These 
numbers actually wouldn’t be that much bigger because of the possibility 
of self-insurance against transitory shocks.

The other issue here, and I want to be a little careful with this be-
cause we’ve faced this question before, for example, in the Central Bank 
of India, where they said: listen, there’s a huge fraction of this country that 
lives at the subsistence level, so a transitory shock is a permanent shock in 
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the sense that you slip below subsistence level of income, you’re dead and 
that’s really permanent, so it’s not appropriate to not do that. That’s why 
we feel a little more comfortable decomposing this and not dealing with it 
in the context of the US, were presumably individuals have some greater 
ability to self-insure and we’re not really looking at starvation outcomes, 
but it would be less reasonable to do so in some other empirical contexts, 
that’s one thing. The other thing is that, as I said, the welfare estimates are 
not going to be too different because of the possibility of self-insurance.

A � nal point. What we also have data on is overall earnings as op-
posed to labor income earnings. So, in principle, let’s imagine that, either 
as an insurance against a transitory shock or as an insurance against a 
permanent shock, you purchase assets in the capital market (you work 
for Ford Motor Company and you’re worried about competition from 
Toyota so you buy Toyota stock, and if at any time Ford does badly you 
get something from your Toyota stock and so forth). When we look at 
overall earnings as opposed to labor income earnings those numbers are 
almost exactly identical…

Participant 1: What about consumption?

PK: Well, we don’t have consumption data here, but I’m going to say that 
the income data is 99.5% in terms of the variability of the shocks and so 
forth, it’s almost exactly the same number. This is telling us that we’re 
just not seeing that much in the nature of the insurance being purchased 
by individuals. These are all great questions and, approaching this con-
ceptually, these were all the worries that we had. But when we look at the 
overall earnings data relative to just labor income earnings, those numbers 
are not very different.

Now the one thing that we don’t do and, again, I want to be careful, 
one can imagine various other mechanisms to insure against labor income 
risk. I might work for Ford Motor Company and I might say maybe I should 
marry a woman who works at Toyota so that internally we’re diversi� ed 
within the household. Or something else. Maybe when I get a negative 
shock to my income I take a holiday and when I get a positive shock to 
my income I work really hard and put in a lot of hours and work really 
hard. So those are possibilities that are potentially out there that we don’t 
allow for. If we did allow for some ways of insuring against risks of that 
sort either labor-leisure choices, intra-household diversi� cation of risk or 
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something along those lines, these numbers would actually be a little bit 
smaller. But I mean how much one chooses one’s spouse on the basis of 
this sort of issues… Well, there is some work in the development literature, 
at least in village economies and so forth, suggesting that you do see some 
of this, that it’s not completely independent of risk insurance motivations. 
I don’t know, but those number I still think would be somewhat smaller.

Participant 1: So this is not a minor issue when choosing a spouse… 
(Laughs)

PK: If you are at the deciding stage please don’t let my paper in� uence 
your choices … (Laughs)

Participant 2: My question relates to labor and income mobility. In the 
way you model things, people always face random shocks in their income. 
But we know that there are guys that are in the bottom job and guys that 
are in the upper jobs, and in this case facing this risk seems to be good for 
the guys that are in the bottom. This you did not mention. I would like to 
hear your comments about that because it’s not clear that generating more 
variance is bad for people � it’s not very good to be stuck in a bad job for 
all your life.

PK: That’s an excellent question as well. I have a separate paper, actu-
ally, looking at income mobility. In some sense that particular graph that 
you’ve seen of the two income inequality distributions and the possibility 
of switching from the bottom to the top, etc. actually comes from the paper 
in which we were looking at income mobility.

We can have a longer discussion about that, but let me say this and 
I hope it’ll be clear. Even if you’re at the bottom end of the income distri-
bution, if you’re facing shocks that only take you to the top, then you’re 
quite right: that would be something I would like if I were at the bottom 
end of income distribution. But it’s possible that you may not be at the 
very bottom of the income distribution but somewhere on the lower side 
and you also have the possibility of going further below: you could have 
a minimum wage job so you’re really almost at the lower end of the earn-
ing distribution but you have the potential of losing your job, so, to that 
extent, there’s still a downside risk. The shocks that we estimate here and 
the variance of the estimate is truly symmetric, you wouldn’t have that 
asymmetry which is that individuals at the bottom like this risk because 
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they only have upside potential. Clearly somebody on top has downside 
potential so they’re going to dislike it. So, to some extent, in this context, 
the question becomes whether it’s really a normal distribution around these 
income changes. Do you really have the potential of losing income even 
when you’re at the lower end of income distribution? For us it’s fairly 
straight forward. We go back to the distribution of the residuals from the 
regressions even for individuals at the lower end of income distribution 
and ask ourselves if income losses are taking place there as well. And the 
answer is that that’s in fact the case. That’s an excellent question, actually, 
because if it was not, then we would have this potential asymmetry between 
bottom end and top end and we would have to think of welfare analysis in 
a very different way, taking into account this whole literature on income 
mobility and the welfare theoretic analysis of income mobility. That’s 
something conceptually dealt with in a separate paper but that doesn’t take 
away from this particular issue of the risk that you face.

Participant 3: I have a question about how diversi� able these risks are. 
I’m thinking more of economic policy, you talked about safety nets and 
this type of solutions, but have you measured to some extent whether these 
risks that you are analyzing at the individual level are correlated or not, 
because this is important from the aggregate perspective.

PK: The assumption, actually, in estimating the shocks to income here, 
just what is built into the labor income speci� cation, is that these are i.i.d. 
shocks. That’s a very good question too, what we could possibly do is to 
kind of looking at something like… getting higher levels of aggregation to 
really see what the variability looks like at that level. That’s a good question 
from a policy stand point, but insofar as the extent meaning strategies, the 
textbook answer would be to tax somebody with a positive income shock 
and give it to somebody with a negative income shock. But insofar as the 
risk those individuals experience here, that number isn’t going to be af-
fected by the fact that there’s a correlation of this sort.

Participant 4: Usually we have seen in international economic literature 
that a change in terms-of-trade is more or less the same as a change in 
protection. You just change tariff prices. This perspective is different 
because now you have to distinguish between permanent and transitory 
components. When you have a terms-of-trade shock you don’t know what 
the transitory and permanent components are. When you have a change in 
policy you expect that the permanent component is more or less going to 
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last, but you don’t know what the government is going to do. Maybe you 
move in one direction and then you go back, the problem is that the transi-
tory components are negative and the permanent components are positive. 
So this is interesting not just for the analysis of more or less trade, but also 
for the analysis of distinguishing changes in tariffs and prices when this is 
a policy change, when this is just a change in the terms of trade.

PK: That’s a very good point. What we’ve done here is to look at changes in 
import penetration. As you point out correctly, this could be coming about 
because of some external circumstances, some changes in the terms of 
trade overall, some increased or decreased competitiveness of your trading 
partners in the rest of the world, or it could because of policy changes (if 
you liberalize and you’ve got a greater income risk and so forth). It would 
be very valuable to be able to distinguish the two. In the case of the US, 
the reason actually that we’ve chosen import penetration as opposed to 
a measurement of trade barriers and changes in trade barriers is that US 
protection is a highly non-transparent protection. The transparent mea-
sures of trade production like tariffs are low and fairly stable and there’s 
not much of a change in them. What’s changing in the background is kind 
of administrative protectionism in fairly complex ways and quantifying 
this � the non-tariff barriers � is actually quite dif� cult. So in this exercise 
we’re unable to decompose things in those terms (what’s policy-driven 
and what’s exogenous).

I have a different paper that I wrote with a different set of co-authors, 
actually, for which we looked at Mexico starting from the late 1980s 
through the 1990s. There we were able to focus more on trade policy as 
opposed to these exogenous changes and we found similar results. I’ll be 
happy to talk about those in further detail but, there, it was much easier to 
measure trade policy and the changes in trade policy starting from the late 
1980s. Mexico also had some forms of administrative protection that were a 
little dif� cult to deal with, but for the most part there were signi� cant jumps 
in tariffs. So I can tell you that it appears as if with changes in policy you 
get these sorts of results as well, but nevertheless it’s a very good point and 
for any given economy, if you really want to study how much is coming 
out of policy change vs. changes that are coming from outside, one would 
really have to be able to decompose the two parts.

Participant 5: Thank you very much for giving me the opportunity to 
raise two remarks, not questions. The � rst remark relates to your constant 
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relative risk-aversion functions. With 
 = 2 you are really on the conserva-
tive side, because risk can really increase dramatically. The second remark 
relates to your distribution of income. Normally you must take it up… it’s a 
good idea to put these deciles of income so then you can say, OK, from the 
bottom decile you can go up and from the upper decile you can go down; 
then maybe you can answer better the questions. Risk may look a little bit 
different if you belong to the lower decile of the income distribution or 
the upper decile of the income distribution.

PK: Let me quickly respond to the second part on the question about tran-
sition matrices. In principle, another way of dealing with the estimation 
of this would be through transition matrices for incomes and then looking 
at how the matrix changed over a 1-year period versus a 5-year period. In 
a sense, what we’re doing here is a more continuous representation of the 
same process with one difference, as you just pointed out, which is that 
if you’re at the bottom decile and you have a reduction income there’s no 
further place you can go. The question is actually how you see that. Sup-
pose you’re in the bottom decile and you have a reduction in income, is 
that not something that you actually want to measure? That’s something 
that I think we would want to measure, but by using a transition matrix 
approach, we would not be able to get to that because you were there and 
you stay there. So, to some extent it matters what your position is in society 
relative to everybody else, that’s true, but it also matters what your absolute 
position is in terms of income, which is something that the decile analysis 
would not get. Having said which, just as a kind of preliminary picture of 
what’s actually going on the society, if you don’t want to go through the 
estimation and the decomposition in transitory and permanent shock, etc., 
a very quick picture is something you can obtain using a kind of transition 
matrix approach, it has a lot of information, it may not have all that we 
want to include, but that’s another way to go as well.

Participant 6: I’m puzzled by the results on welfare and I wonder whether 
in the calibrated model shocks include aggregate variability. Because I’m 
clear that in the micro data they’re not necessarily, but what about in the 
model?

PK: No, we actually have not included aggregate variability, so essentially 
one way to think about this is groups of workers within a given sector who 
are at a given point today and at a different point tomorrow and we want to 
see the variability across these individuals. If the sector itself was variable, 
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that’s additional volatility, if the economy was additionally variable at the 
macro level beyond the sector, then that’s additional variability as well. So 
we haven’t actually looked at the aggregate variability at either the level 
of the economy or the sector, we kind of just added on individual risks 
(this is purely idiosyncratic risk after you’ve taken into account the fact 
that you’re in a particular sector). But that’s again a very good question. 
Other people, other previous works have wanted to look at variability at 
the aggregate level. The problem is that, at least in the US and for many 
other countries, you just don’t have that much. In the US, the aggregate 
variability is just not that high, at least in relation to the idiosyncratic 
risk; in developing countries, emerging markets, especially the ones that 
are more subject to � nancial crises and macroeconomic variability, that 
would start to become something more signi� cant. But all of that would 
be something that you add onto risk, not something that takes away from 
the estimate of risk.

Moderator: We want to thank Professor Krishna and all the participants 
who made this session very fruitful. Thank you very much.




